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Abstract: For the design of Systems on Chip (SoC) it is essential to reuse
previously developed and verified components, so-called Intellectual Properties (IPs), in order to meet nowadays requirements in reliability, correctness,
and time-to-market. On the downside, deciding about reusing a third-party
component in a design situation can consume substantial time and resources.
This is especially true in situations where many potential candidates exist due
to the large amount of functional, non-functional, and quality related aspects
of each component. In order to facilitate the search for IPs in large IP assets,
e.g. virtual marketplaces, we have developed the IP Broker tool suite that facilitates the development of IP retrieval solutions by making use of Casebased Reasoning technology (CBR). It enables integrators to search for IPs
driven by their specific requirements. Applications based on IP Broker can be
easily integrated into already existing company sites or portal sites.

1

Introduction

The market for Intellectual Properties (IPs) is steadily emerging. Thousands of IPs
are meanwhile offered by hundreds of IP providers at company web sites and/or at
large portal sites throughout the World Wide Web. However, an IP integrator who
employs today’s text-based search mechanisms is likely to get tens of hits when
searching for a specific IP by keywords. In order to understand which of these meet
the functional and non-functional application requirements, more detailed information must be obtained and analyzed. Experiences made at sci-worx show that it usually takes 30 to 50 hours of interaction (phone conferences, travel, meetings) between the integrator and each potential provider before a deal is made. These are
pure work hours, which are effected over a period of weeks or even months. In addition to the associated cost, the delay incurred affects time-to-market of the product
under development.
In contrast, IP providers face a high load of information requests. At sci-worx, leads
in the order of 10,000 have been processed in the year 2002. Only 2% of these
turned out to be contacts from which business could arise. After filtering out queries

from students, competitors, people who are just browsing IP information, and people
who have been pointed to an IP that does not meet their requirements by imperfect
search mechanisms. In more than 60% of these remaining cases, it turns out later
that the IP is not a good match for the customer. With respect to virtual marketplaces
and the increasing quantity of potential customers, a precise matching of customer
requirements and the capabilities of the provider’s IPs is required to reduce cost and
to have more time to pursue the most promising contacts.
In this article we present a knowledge-based approach to efficient IP retrieval that
makes use of Case-based Reasoning (CBR). CBR is a stable and mature technology
for problem solving based on previously made experiences. In the context of IP retrieval, it enables integrators to search for IPs by specific application requirements
instead of arbitrary keywords. The application facilitating the CBR-based IP retrieval, named IP Broker, can be seamlessly integrated into company web sites or
portal sites. Beside the pure retrieval functionality, several tools for tailoring and
maintaining a specific IP retrieval solution accompany the IP Broker. Together, they
constitute the IP Broker Tool Suite, which will be described later in this article. In
the next section, we will present a brief introduction into CBR and discuss the different knowledge types involved. Section 3.2 is dedicated to techniques for supporting parameterized IPs. This kind of IP provides a certain degree of flexibility and is
handled specifically by the IP Broker. In section 5 we will discuss the validation of
the resulting retrieval approach with respect to some typical use cases, which have
been elicited in close cooperation with sci-worx. This is a first step toward a systematic evaluation, which will be accomplished within the next months.
This work is partly funded by the German government under the label 01M3048
(IPQ) [6]. In parallel, it is a Medea+ project under the label A511 (ToolIP) [19].

2

Knowledge-based IP Retrieval

IPs are complex design components that can be tailored to a specific design situation
to some degree. The characteristics of the IP is described in the accompanying
documentation and many retrieval methods follow a simple text matching approach
without having a clue of the semantics behind. The consequences may be fatal. If an
IP matches the requirements of an integrator but is not proposed by the retrieval service, the opportunity for improving efficiency, quality, and time-to-market is lost.
On the other hand, if a proposed IP is not sufficient resources are wasted. This gets
usually detected during the subsequent entrance check, which is very cost intensive
with respect to the required human and monetary resources.
In order to facilitate the retrieval of IPs and minimizing both potential failure
classes, we make use of Case-based Reasoning (CBR) technology. The very basic
idea of CBR is to solve new problems by comparing them to problems already
solved [1], [12], [4]. The key assumption is that if two problems are similar, then
their solutions are similar as well. For the application of CBR to IP retrieval, an IP is
considered as a perfectly matching solution to a set of requirements of an imaginary
design situation, which is in fact the characterization of the IP itself. Hence, a single
case stored in a case library consists of:

1. The IP characterization that describes the IP in a way that allows to assess its
quality and reusability in a particular situation. This includes the different technical attributes, such as the functionality of the IP, the technological realization on
the chip, the quality of its design, or the quality of the documentation.
2. The IP content that contains all deliverables of the design itself. This can be, of
course, a hyperlink pointing to the IP provider.
During retrieval only the IP characterization is used to rank the IPs contained in an
IP library, not the IP content itself (see Figure 1). The IP characterization describes
all facts about the IP that are relevant for deciding whether the IP can be reused in a
certain situation. The degree of detail used to characterize an IP determines how
accurate its quality and reusability can be assessed, i.e., how accurate the retrieval is.
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Figure 1: CBR-based IP Retrieval
As shown in Figure 1, IP characterizations get successively compared to the design
situation that is the query of the user and reflects his/her primary requirements. Analogue to the IP characterization, the design situation is described by the same set of
attributes respective a subset of these.
The output of the retrieval is a list of IPs ranked according to the similarity between
design situation and IP characterization. As mentioned before, it is assumed that
higher similarity between design situation und IP characterization results in better
utility of the IP itself. As an important feature, the CBR-based IP retrieval proposes
solutions even in situations where no IP meets the requirements completely. This is
especially important for reuse oriented development methodologies because for microelectronic designs typically exists the opportunity for requirements relaxation.
For the IP Broker Tool Suite, each IP is represented by an XML characterization that
acts as a semantic index or semantic markup. The set of all characterizations constitutes the case base and, because that is in fact a set of XML files, it is possible to
transfer each characterization across the Internet by making use of standard web
communication facilities like web services. The distinction between IP characterization und IP content enables application scenarios as illustrated in Figure 2. As
shown, an IP Provider can either maintain his/her own web site or provide only the
IP characterizations to a portal site with appropriate links to the corresponding asset
of IP contents. No matter which of these approaches the IP Providers chooses, the IP
Broker Tool Suite ensures the same functionality for both.
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Figure 2: IPQ Web-based Scenario
2.1

Introduction to Case-based Reasoning

For case-based problem solving, a set of cases is the primary source of knowledge.
Cases are representations of previous experience. Each case consists at least of a
problem description and a related solution to the problem or some kind of information that is relevant to determine the solution. If a new problem occurs that has to be
solved, the similarity between the new problem and the problems in the case base is
of main interest. Traditional case-based reasoning is based on the assumption that
similar problems have similar solutions. Hence, during retrieval the most similar
case or the most similar cases in the case base are selected. Then, during reuse the
information in the retrieved case(s) is used to solve the new problem. The new problem description is combined with the information contained in the old case to form a
solved case. The result of the reuse phase is a solved case that is suggested to the
user. During revision the applicability of the proposed solution is evaluated in the
real world. If necessary and possible, the proposed case must be adapted manually in
some way. If the case solution generated during the revise phase must be kept for
future problem solving, the case base is updated with a new learned case in the retain
phase.
2.1.1

Similarity

In CBR, cases are retrieved from the case base by means of assessing the similarity
between the current problem and the problems contained in the old cases. Similarity
can be expressed formally through a similarity measure, i.e., a function
sim : P × P → [0K1] that expresses similarity between two problems from the problem space P to a numeric value between 0 and 1. Typically, the case with the highest
similarity value is selected for reuse and the solution from this case is adapted to

become a solution to the new problem. Given this, it comes clear that the similarity
measure itself contains some kind of knowledge. This is knowledge about the utility
of an old solution reapplied in a new context (an elaboration of this is given by [6]).
Unlike in early CBR approaches, it is now established that similarity is usually not
an arbitrary distance-like measure, but a function that approximately measures utility. Connected with this observation was the need to model similarity knowledge
explicitly for an application domain, as it is done with other kinds of knowledge too.
Modeling a similarity measure that approximates an only partially known utility
function results to some degree in performing a kind of sensitivity analysis. This has
two aspects:
1. Choosing the right vocabulary (the attributes): Often, the primarily given
attributes do not suffice for this purpose. This is due to the fact that the utility depends on a certain relation of values from several attributes rather
than on the attribute values alone. This leads to the definition of additional
attributes (possibly abstract concepts) and their establishment is an important step towards a successful application.
2. Importance of the attribute values: This is directly related to the importance
of preferences.
2.2

Knowledge Representation for IPs

State-of-the-art CBR systems make use of an object-oriented vocabulary representation [14], [1]. Object-oriented case representations can be seen as an extension of the
attribute-value representation. They make use of the data modeling approach of the
object-oriented paradigm including is-a and other arbitrary binary relations as well
as the inheritance principle. Such representations are particularly suitable for complex domains in which cases with different structures occur.
The structure of an object is described by an object class that defines the set of attributes together with a type (set of possible values or sub-objects) for each attribute.
Object classes are arranged in a class hierarchy that is usually an n-ary tree in which
sub-classes inherit attributes as well as their definition from the parent class. Moreover, we distinguish between simple attributes, which have a simple type like Integer
or Symbol, and so-called relational attributes. Relational attributes hold complete
objects of some (arbitrary) class from the class hierarchy. They represent a directed
binary relation, e.g., a part-of relation, between the object that defines the relational
attribute and the object to which it refers. Relational attributes are used to represent
complex case structures. The ability to relate an object to another object of an arbitrary class (or an arbitrary sub-class from a specified parent class) enables the representation of cases with different structures in an appropriate way.
Motivated from the applicability of the retrieval in distributed web-based environments, one of the main tasks was to develop an explicit XML-based representation
of a CBR domain vocabulary tailored for IP retrieval specific needs that is a conceptualization of each particular IP characterization. From a slightly different perspective, such a vocabulary defines the primitives and the structure of each IP characterization. On a very high level, two different attribute types constitute the set of potential properties for the characterization of IPs:

•

Application attributes that refer to properties important to decide about the
applicability of an IP in a given design situation
• Quality criteria that characterize the IP and its deliverables according to its
quality.
Both types are subject to current standardization efforts of the VSIA (Virtual Socket
Alliance). For the application attributes, the document „Virtual Component Attributes (VCA) With Formats for Profiling, Selection and Transfer Standard Version 2
(VCT 2 2.x)“ [21] presents a variety of attributes together with proposals for their
syntactical representation. For the quality criteria, the decision about several standardization proposals donated by the VSIA members is still pending. A candidate,
for example, is the OpenMORE Assessment Program from Synopsis [18].
For the characterization of IPs by elementary properties it is essential to be compliant with the standards of the VSIA. It will ensure a wider acceptance because it is
expected that tools like design checkers will commit to these standards, too. However, because of the fact that the standardization is still in progress, it is necessary to
rely only on the stable parts and allow enhancements as required.
For unique identification, each attribute is referenced by a complex name that is a
path of the XML document tree. The complex name is built from the name of the
attribute itself and a sequence of categories, which are counterparts of the corresponding sections of the VSIA catalogues [21]. Note that these categories structure
the various attributes but do not classify the particular IPs. They are much like packages in UML that serve the purpose of organizing the different elements of the
model (e.g. diagrams, classes etc.) but should not be confused with the hierarchical
structure of the model itself.
Figure 3 provides an overview of the different types of knowledge relevant for IP
retrieval. The IP Provider deploying an IP retrieval application can define arbitrary
taxonomies acting as classifiers. The IP characterization schema provides a conceptualisation for units used within the IP context e.g. mW for power consumption or
MHz for frequencies. The IP is an instance and consists of the characterization and
the content.
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Figure 3: IP Broker Knowledge Containers
Attribute Types refined by an IP characterization schema must define a local similarity function by making use of the algebraic language. Depending on the particular
set of attributes, profiles contain the taxonomies that provide the hierarchy of the
domain model. In addition, each taxonomy node specifies an aggregation function
for the attributes associated to the particular concept.
2.3

Basic Approach: Retrieval based on Application Attributes

The problem “IP retrieval” is, in first approximation, defined as the task to find an IP
that meets the functional requirements. For instance, a satellite TV receiver manufacturer may search for a forward error correction IP that implements a Viterbi decoder that meets, among others, the following requirements:
• Generator Polynomials 171, 133
• Mother Code Rate K/N = ½
• Puncturing Rates 1/1, 4/3, 3/2, 5/3, 12/7, 7/4
and a Reed Solomon decoder IP that meets at least the requirements:
• Code Block Length N = 204
• Information Block Length K = 188
• Error Correction Capability t = 8
• Symbol Size m = 8 (Symbols have 8 Bits, i.e., are Bytes)
Of course, a single IP that includes both functions, Viterbi and Reed Solomon, and
meets the additional requirements, is another valid solution.
As an early approach towards capturing the functionality of an IP, the VSIA has
developed a functional taxonomy that is included in the Virtual Component Attributes Standard (VCT2) [21]. The taxonomy tree defined in Annex A of the standard

is a maximum of four levels deep limits to ten the number of lower-level nodes adjacent to a node. These limitations are necessary to keep the taxonomy manageable for
a standards organization: The standard cannot be modified several times a year.
However, new solutions (e.g. new FEC algorithms) emerge frequently. The taxonomy must be relatively course in order to deal with innovation without too much
change.
The functionality specified in the above example is classified in the VSIA taxonomy
as follows:
• Codec/Encryption → Encoder/Decoder → Viterbi
• Codec/Encryption → Encoder/Decoder → Reed Solomon
Thereby, the FECs are classified under the same node (Codec/Encryption → Encoder/Decoder) as, for example, MPEG codecs, whereas both are fundamentally
different. Worse, the Virtual Component Attributes do not facilitate any more detailed specification of the FEC functionality, such as generator polynomial, number
of errors that can be corrected, etc.
IP brokers have created their own derivatives, adding additional detail to the VSIA
taxonomy. It is thereby possible to separate source codecs (video, audio) and channel codecs (error correction). However, the functional requirements listed in the
above example can still not be specified. A query for Reed Solomon decoders will
not make a difference between decoders suitable for CD players and the specific
decoder required in our example.
To overcome this problem, we must employ a more detailed characterization of an
application domain. Attributes that allow to capture the relevant aspects of functionality. These attributes are application-specific. While related IPs (e.g., Viterbi and
Reed Solomon) may share some attributes (e.g., a generator polynomial), IPs from
other application domains require a fundamentally different characterization. For the
work at hand, domain know-how at sci-worx as well as public data sheets from other
IP providers have been utilized to characterize the FEC application domain in depth.
Table 1 lists an excerpt of attributes found for Reed Solomon codecs. The table lists
the data type of the attribute and whether it is relevant for decoders and/or encoders.
Attributes with minor practical significance have been excluded so as to keep the
characterization simple.
Attribute

Type

Dec

Enc

Remark

Code Block Size n

integer > 0

X

X

n = 2m − 1 − x

Information Block Size k

integer > 0

X

X

k = 2m − 1 − 2t − x

Error Correction Capability t

integer > 0

X

X

t = (n − k) / 2

Symbol Size m

integer > 0

X

X

polynomial
in octal
representation
polynomial
in octal
representation
polynomial
in octal
representation

X

X

X

X

boolean

X

Shift Parameter m0

integer ≥ 0

X

Code Shortening x

integer ≥ 0

Primitive Element

Field Polynomial

Generator Polynomial

Erasures

m = log2 n
Not characterized;
in practice always 2

X

Defines the Galois
Field GF(2m) with
operations
+,*
Can be computed
from parameters m,
t, and m0
true <=> decoder
utilizes information
about error position
Determines
exact
shape of generator
polynomial
when
computed from parameters
No. of symbols not
utilized compared to
the max block length
possible.

Table 1: Reed Solomon Codec Attributes
From the table remarks, it is obvious that the parameter pairs (n, k) and (m, t) can be
converted into each other. An IP that is characterized by a given (n, k) pair is tailored to that specific code and information block length. An IP that is characterized
by (m, t) is more general, in the sense of implementing several (n, k) combinations
by choice of code shortening, x. This knowledge is implemented in the retrieval system. Hence, an IP that implements an (m, t) combination is a perfect match not only
for queries that request the same (m, t) combination, but also for queries that request
(n, k) combinations which can be derived from (m, t).
An even more general IP may be parameterized, allowing the generation of instances
that implement any desired error correction capability, t. In this case, no specific
value is characterized for the attribute t. Any queries for a given value of t will
match this IP. However, it is possible that other attributes depend on t. For instance,
an IP instance that implements large t uses much more resources than an instance for
small t. Cf. Section 2.4 on retrieval based on non-functional requirements such as
resource usage and Section 3.2 on how the retrieval system deals with parameterized
IPs.

2.4

Retrieval Based on Non-Functional Requirements

Since the population of IP providers has been growing to significant size over the
last couple of years the number of corporate VSIA members was 119 when writing
this article, and 97 companies were partners of a major IP broker and since providers
of course take care to offer the relevant IPs for up-to-date applications, it is likely
that a large number of IPs will be suitable for an application and receive a high similarity rating from the retrieval process based on application attributes (cf. Section
2.3). Among these IPs, integrators choose based on three key criteria:
• Price: for sure the key criterion; however, IP prices are usually not disclosed to
the public and subject to negotiation, i.e., not available to the retrieval engine.
• Performance: an IP must usually achieve or exceed a minimum processing
power in order to fulfill application requirements. Exceeding the requirements
usually is not an advantage since it results in increased resource usage. Retrieval
should therefore rank an IP high if it provides enough processing power and
uses no more than the available resources specified in the query.
• Quality: in the early days of semiconductor IP (from about 1995), many lowquality IPs have been on the market, causing integrators a lot of pain and damaging many development projects. This has damaged the reputation of IP for a
long period. To date, many IP providers employ rigid qualification processes to
ensure that their IP functions correctly in the customer environment [14]. For
customers, quality is a key criterion for making a decision between IPs that
meet the other requirements. For instance, sci-worx has had week long inspections of its development processes by potential IP customers. In order to reduce
this effort, both parties are interested in taking quality aspects into account in
the early stages of an IP acquisition. The earliest possible stage is IP retrieval.
The performance attributes modeled for retrieval are listed in Table 2. Respective
attributes are also found in the VCT2 standard and performance is usually characterized by IP providers; hence, data are available. We distinguish processing power
attributes (PP) and resource usage attributes (RU). Furthermore, it is specified
whether a small (–) or a large (+) attribute value is superior. Minimum, typical, and
maximum values can be entered for any of these attributes.
Attribute

Type

Kind

+/–

Remark

Throughput [MIPS]

float ≥ 0

PP

+

Throughput [MFLOPS]

float ≥ 0

PP

+

Throughput [Mbit/s]

float ≥ 0

PP

+

Megabit per second

Throughput [Mbaud]

float ≥ 0

PP

+

Million symbols per
second

Million Instruction
Per Second
Million
FLOating
point
instructions
Per Second

Throughput [fps]

float ≥ 0

PP

+

Latency [µs]

float ≥ 0

PP

–

Frequency [MHz]

float ≥ 0

PP

+

Area [mm2]

float ≥ 0

RU

–

Gate Count [NAND gates]

integer ≥ 0

RU

–

Power Consumption [mW]

float ≥ 0

RU

–

Frames per second
(video frames, network data frames)
small latency =
quick response
achievable operating
(clock) frequency
chip size for specified manufacturing
process
size indicator less
dependent on manufacturing process
impacts battery life
time, need for cooling (fan)

Table 2: Performance Attributes For Retrieval
As opposed to performance attributes, quality attributes are not yet standardized by
the VSIA. However, respective activities are under way in the Virtual Component
Quality (VCQ) Development Working Group. This groups develops a quality assessment scheme that consists of the following aspects:
• quality criteria (attributes),
• quantification of the criteria (values / data types), and a
• scoring scheme for computing an overall quality rating from the assessment of
the individual quality criteria.
Since the VCQ standard is not yet completed, we stuck to the Reuse Methodology
Manual (RMM) [10], the industry standard guideline book for IP design methodology, and the OpenMORE IP quality rating [18] for this work. Like OpenMORE, our
approach uses a weighted-sum approach. This allows assigning a higher importance
to key criteria, e.g., proper verification, which is certainly more important than adherence to naming conventions. Users can modify the weights according to their
preferences. Moreover, we had to reduce the number of quality attributes significantly compared to the over 400 OpenMORE criteria. This was necessary because
the specification of so many values would take several days, which is too large an
effort when just making a query. The remaining quality characteristics are listed
below. For each attribute, a few indicators (factors) and respective metrics are defined.
• Maintainability: a measure for the effort needed to modify or correct a design. Maintainability is related with readability, design organization and design tool capabilities.
• Readability: reflects the ease of a description to be read and understood by
a person. It contains aspects like complexity, name conventions, proper indentation and profusion of comments.

•
•

•

•

•

•

•

Complexity: reflects how difficult it is, or has been, to develop or interpret
the description. This aspect comprises aspects like code size, nesting level
of loops and conditional statements, and degree of modularization.
Portability: is a view of the ease of a design to be used in an environment
different from that in which it was generated. It can be considered from different points of view: portability between tools, between target technologies, between design flows, or availability in various hardware description
languages.
Reusability: is an indicator of the ease of a design to be used as part of a
bigger design, or to be adapted to a new application. It is related with aspects like portability, maintainability and degree of parameterization, or
ease of integration into the design flow.
Compliance with respect to guidelines: this feature reflects the degree
with which certain rules and guidelines have been followed during the development. These guidelines can affect, among others, name convention,
design style, code complexity or any other feature of the design.
Reliability: reflects the quality of the circuit behavior, e.g. that expected
behavior is maintained even under unusual / unexpected conditions. When
considering IP integration, the use of well-defined and safe clocking, reset,
and timing schemes is key to reliability. Key criteria include synchronous
operation, global asynchronous reset, and registering of the top-level inputs
and outputs of an IP.
Testability: testability is related with the likelihood of detecting a manufacturing fault of a chip that can be achieved by applying a tool-generated
set of test patterns to its inputs and internal state bits and checking the response against expected results. It can be measured by the fault coverage
with respect to a fault model, usually the stuck-at model.
Quality of verification: is determined by the degree to which the design
has been verified (by simulation or formal techniques). Simulation code
coverage, while not suitable to prove the correctness of all functionalities,
is an indicative metric of verification quality.

Figure 4: Example decomposition of IP quality aspects into criteria (from [20])
Some of these aspects are originated in quality assessment approaches for software
components, while others, like "Synthesis efficiency", “Reliability” or "Portability",
are closely related to hardware and have no equivalence in this area. The analysis of
these aspects requires the identification of a set of attributes that reflect them properly. These attributes can be subsequently decomposed into “finer” attributes (see
Figure 4) that are easier to measure or assess leading to a structured catalog of elementary questions for determining IP quality.
2.5

Comparison of CBR and Alternative Retrieval Approaches

Support for reuse-oriented design methodologies is provided, for instance, by Design
and Reuse that hosts an Internet portal and Synchronicity, which offers a tool suite
for implementing and maintaining IP development processes. While the intended
functionality of these approaches greatly differs, both integrate techniques for IP
retrieval that, in the following, will be compared to CBR-based methods.
2.5.1

Design and Reuse

Design and Reuse (D&R) [7] offers several services related to IP reuse. D&R claims
to be the world’s largest directory of silicon IP and SoC design platforms. The D&R
approach is a web-based solution with access to registered users. The aim of D&R is
to facilitate the search for IPs by distinguishing different catalogues:
• Silicon IP/SoC: Search for silicon IPs
• Verification IP: essential companions to virtual component or IPs in order
to verify IPs
• Software IP: IPs ranging from embedded OS to communication stacks and
application software.
• IP Search/Find Club: The worldwide place to trigger most strategic IP
business deals.

The first three of these different IP catalogues allow a keyword search with or without an additional guidance by a functional taxonomy.
Under certain conditions, the search process is facilitated by some optional attributes
like IP type (soft, firm, hard, model), technology (ASIC, FPGA), and verified technology. Unfortunately, these attributes are not represented later in the result set that
only contains the block name and provider.
The IP Search/Find Club is different. This kind of search facilitates strategic IP
business deals. Large system houses and customers are allowed to post their IP demands.
For composing an IP request users have to fill out a form with item, functionality,
integration requirements etc. D&R forwards incoming requests to qualified IP providers who can contact the customer directly while being tracked by D&R. Without
any pre-selection, this can cause a lot of work for providers processing the requests.
Unfortunately, D&R has no information about if the pre-selection is done manually
or automatically. Finally, D&R supports IP users in finding experts like providers,
appropriate tools or other general information about IPs.
2.5.2

Synchronicity

Synchronicity [17] provides solutions for deploying IP design methodologies including multi-site engineering. Hence, the focus is on products enabling team communication, data sharing, and third-party tool integration. Team communication comprises sharing of ideas, bug reports, and engineering change information in distributed environments. Synchronicity’s solution for IP searching is IP Gear that incorporates an IP catalog and as a helpdesk application. IP Gear splits into two suites. The
Publisher Suite for moving design related information within and between companies. This suite provides a comprehensive infrastructure for minimizing design chain
latency across the enterprise. The Catalog is a server that manages IP information by
representing web pages. The helpdesk works with past solution to answers requests.
The Consumer Suite provides IP retrieval by connecting to suppliers using the Publisher Suite. Furthermore, this suite possesses the same access to the helpdesk as the
Publisher Suite. Consumers are assured to retrieve the latest and correct IP versions
that include updates, notifications and incremental releases. Consumers can search
for IPs by browsing through a component hierarchy or by using a key word search.
Results are presented as links to their web pages. Similar IPs are indicated and their
differences are visually highlighted. Although Synchronicity provides solutions for
nearly steps of a design flow, IP search facilities are restricted to text-based search
or navigation in taxonomies. A structured representation of the IP documentation,
which is typically created during IP design, is not considered.
2.5.3

General Problems with Traditional Search Technologies

Conventional search technologies like text-based search typically lack abstraction
capabilities: abstract information like “good for high fidelity audio applications” can
not be deduced from low-level attributes like “signal-to-noise ratio” and “dynamic
range”. Keyword search is only a syntactical search. A search for a “short cycle
time”, for example, would fail to find components with a “high clock rate”, which is

a more or less equivalent quality. In addition to that, more abstract information like
“good for high fidelity audio applications” cannot be deduced from low-level attributes like “signal-to-noise ratio” and “dynamic range” by a syntactical search.
A taxonomy, on the other hand, holds some more information about categories of
designs. A drawback of a purely taxonomic search is that there is no information
about the relations (exchangeability or equivalence, for example) between two categories on the same hierarchical level. However, such information would be very
beneficial for a reuse tool. Another problem with selection trees is that the user is
forced to make decisions in a predefined order. If, for some reason, s/he cannot (or
does not want to) make a decision at some point, s/he is forced to make several inquiries in sequence.
To summarize, there are a number of reasons why an intelligent knowledge-based
retrieval assistant is needed to support the designer during IP reuse.
• IP databases can be very large. Standard search approaches, like keyword
search or selection trees, tend to fail to keep the number of matching IPs
small. The IPs retrieved have to be individually examined by the designer,
and this can be very time consuming.
• Evaluating the usability of an IP for a specific problem often requires that
the user makes herself/himself familiar with many details of the design.
Even if the user is an expert in the application domain of the IP, extracting
certain information out of a data sheet can be very difficult because the
technical data is partly described on a very low technical level.
• Design information on IP must be protected against plagiarism. Because of
this, a designer does not get much information on a soft IP before s/he actually buys it. It is therefore often impossible to tell in advance the difference
between the number of IPs with similar purposes but different implementations.

3

The IP Broker Tool Suite

The IP Broker Tool Suite is a prototypical implementation of an IP retrieval application restricted to Forward Error Correction (FEC) attributes. Furthermore, it describes a set of tools an IP provider can use for tailoring a retrieval service to his/her
specific needs. The IP Broker Tool Suite contains tools for specifying/maintaining
IP assets and for capturing or maintaining IP domain knowledge. The core is the
CBR-based Open Retrieval Engine orenge from empolis Knowledge Management
GmbH [8] due to its flexibility and its modular concept. The architecture of the IP
Broker is depicted in Figure 5. It shows the distinction between the Consumer Suite
and the Developer or Provider Suite. The Consumer Suite facilitates retrieval processes, which assures consumers to quickly find appropriate IP solutions, and the
lightweight access to IP characterizations. Furthermore, the Information Service for
marketing departments of IP providers is implemented. The Developer or Provider
Suite comprises the Creator provided by orenge, Case Manager, and the IP Case
Base, tools for supporting electronic designers.

Figure 5: Brief Overview of IP tools
3.1

Consumer Suite

As Figure 5 shows, the Retrieval Service is responsible for supporting consumers. In
particular, the retrieval service facilitates simple query answering and supports the
refinement toward more detailed queries. The target group for this retrieval service
are specialists for intellectual properties. Nevertheless, inexperienced users are able
to query for IPs by assigning non-detailed attributes.
The extraction of the retrieval relevant attributes and criteria is done in cooperation
with industrial partners. Three classifications of the characterizing attributes are extracted for enabling IP searches in the same manner how electronic design experts
would execute search processes. For demonstration purposes the Retrieval Service
particularly focuses on the FEC domain. Hence, the attribute classifications contains
general application attributes, FEC application attributes, and quality criteria. The
importance of these classifications will become obvious by the detailed descriptions
of the following IP Broker screenshots that show listings of the attributes.

Figure 6: General Attributes
General attributes specify the queries broadly. For example, the functional classification selection field allows users to define exactly value for the desired IP; in the
market segments fields of the SoC, multiple values can be chosen. The standards
attribute decides on compliant standards, which already can be predefinitions of special attribute-value-combinations. Furthermore, the format and the hardness can be
specified and, again, multiple selections are possible.
The performance attributes indicate demands on IPs related to its achievements. For
instance, area and gate count are indicators for the IP size; latency specifies the
length of response time, and frequency the achievable operating (clock) frequency.
In particular, these performance attributes are integrated into the query form because
of their importance for IP integrations processes. By specifying requirements on IP
performance, users are able to consider aspects of integration processes very early
avoiding time-consuming adaptation processes and, therefore, reducing the production costs. Higher precision of the user query shortens the time the decision process
will take to find the best IP. For this reason, depending on functional classifications,
different attributes can be filled out and integrated in the retrieval query. Figure 7
illustrates the detailed functional attributes.

Figure 7: FEC Attributes
The FEC attributes have been elicited in corporation with industrial partners or extracted from IP descriptions that IP provider published on their web sites. At the top
of the attribute form, attributes are itemized that are shared by different functional
classifications. For example, code rate, the relation of information bits to the code
word length, and error count, the number of corrected errors, can be specified for
FEC encoders as well as for FEC decoders. In addition, generator polynomials can
be stipulated for Reed Solomon codes as well as for Convolutional codes. As shown
in Figure 7, another throughput attribute is listed by the FEC attributes and not by
the performance attributes mentioned before because FEC IPs additionally can be
denoted by a proprietary performance attribute that refers to symbols per second as
throughput.
In the following, attributes are listed that are specific to several IPs. Depending on
the selected functional classification, Reed Solomon code attributes determine FEC
IPs in more detail as well as Turbo code attributes and attributes for interleaver. The
unambiguous disposition of the specific attributes helps users to avoid attribute combinations that are inconsistent with FEC IPs.
The FEC attributes both are indicators for FEC IP performance and clearly describe
the applicability of the desired IP. Furthermore, users are supported in specifying the
retrieval query by getting a selection of FEC attributes, which attributes are necessary for IP retrieval and for user demands.

Finally, Quality Criteria can be specified in the retrieval query as well. The essential
requirements on IP quality are shown in Figure 8.

Figure 8: Quality Criteria
Quality criteria offer the possibility to specify indicators of IP testability or compliant guidelines. Hence, detailed requirements on IP quality can reduce the costs of
production tests. For instance, by using code coverage analysis the code is tested and
estimated by percentages. Six different kinds of code coverage are itemized. Additionally, design test fault coverage can be specified. It defines the relation of all
identifiable faults to all possible faults estimated by the design tests at early development stages. Consequently, shorter test stages are necessary by chip producing
processes.
Other Quality Criteria are Boolean values that determine whether several guidelines
were considered during the production or not, e.g. RTL Coding Guidelines, if tests
or simulations were performed after production, e.g. Digital Test, Gate Level Simulation. Furthermore, Reference Implementations can be marked with an asterisk to
assure the existence of comparable implementations.
Beyond composing the query, users are able to weight each attribute according to
their importance. The possibility of storing customized weighting models in association to the users implies user-friendliness and reusability of the weighting models.
After performing formulated queries, the retrieval service returns a list of the best
matching IPs as in Figure 9.

Figure 9: Example for IP Result Representation
The closest hit that matches the users query is the Reed Solomon Decoder of sciworx. The match has a 100% similarity to the query. Because of asking for a Reed
Solomon Decoder there are four similar decoders of other providers, which have the
similarity greater than or equal to 80%. The remainder of the list shows only Reed
Solomon Decoders with similarities lower than 60%.
Another service at the consumer side is the Information Service. The Retrieval Service makes use of this service to inform providers about consumers’ need. After
consumers sending a request and asking for more details of a special IP, the affected
provider automatically gets an email notification about which IP was selected and
the kind of request the user has executed. The providers are able to use the Information Service for collecting customers’ needs, so that providers can react to requests
by adapting their products. In addition, when consumers selecting IPs that have a
low similarity value it can be a hint for a gap in the IP market, which can be discovered and opened up by providers in future works.
3.2
3.2.1

Developer Suite
Creator

For defining the IP vocabulary electronic designers utilize the Creator to define the
IP domain model, which contains all of the relevant retrieval attributes. The rationales of the domain models are based on objected-oriented data structures that imply
a lightweight form of IP modeling for users.

As seen in Figure 10, using the Creator can do the definition of retrieval relevant
attributes that belongs to the vocabulary.

Figure 10: Defining the Vocabulary of the IP domain
On the left hand side of Figure 10 a tree view of data types is listed starting with the
modeled classes that are subclasses of Aggregate and continuing with types like
Boolean, Float, Integer or Text. The right hand side itemized attributes associated to
their classes, e.g. the IPQOrengeTransformationCase is selected in the figure. Each
attribute can be defined by a unique name, a type and an internal weight. The type is
one out of the tree view on the left hand side.
Further, the creator can be used to define similarity measures in respect to the modeled classes. For instance, a local similarity function of numeric values is depicted in
Figure 11. The query represented one concrete attribute value and graph the calculated similarity values between 1 and 0. For greater values than the query the similarity shrink, for lesser values the similarity is one.

Figure 11: Local Similarity Function of Power Consumption
For defining text attributes like IP formats (Verilog, VHDL etc.), a matrix representation can be used due to the possibility to compare each attribute to all of the rest of
them, as shown in Figure 12. For instance, the similarity value between VHDL and
Verilog is denoted as 0.5.

Figure 12: Example for local similarity of text attributes
A special proceeding is to realizing local similarities within taxonomic orders like
the Functional Class Taxonomy or the Market Segment Classification. Therefore, a
special representation is used. For instance, a small excerpt of a part of the FEC sub
tree is shown in Figure 13.

Figure 13: Small excerpt of the FCT represented by orenge
This part of taxonomy represents the local similarity measure within tree like orders.
The number denoted to every node implies the similarity value of this node to a previous selected node. In this example, the FEC_Decoder is selected as query node
that is marked by the similarity value 1.0 because of being compared to itself. All
child nodes are labeled by the value 1.0, as they are a specialization of the selected
node. The similarity 0.5 marks all FEC-Interleavers, which are FEC IPs but not
completely conform to decoders.
3.2.2

Case Manager

The Case Manager incorporates tools for capturing and managing IP domain knowledge. The underlying knowledge basics of the presented Case Manager are the IP
domain vocabulary, the similarity measures, and the case base. But only modifications to the case bases are feasible by using the Case Manager. The IP domain vocabulary and the similarity measures can be managed by the Creator, presented in
section 3.2.1.
The tools can be selected with the tab folder at the top of Figure 14 containing Case
Base, Query Pool, Retrieval and Constraint Converter. The Case Base and the Query Pool
are both accessing an own Case Base Manager that allows developers to capture IP
characterization as well as to define constraints within IP attributes. The only difference is that the IPs of Query Pool are used as queries to perform a retrieval on the IPs
of the Case Base. The Retrieval tab is a client to access several IP retrieval services on
the local case base or on remote case bases. The last tab Constraint Converter is a front
end for a Constraint Manager to convert parameterized IPs into concrete IPs, closer
details are described in Section 3.2.

The Case Base Manager is divided into two parts: on the left hand side is the case or
query pool to select, add or remove a new IP and on the right hand side, which is the
main part of the window, the IP characterizations of a selected IP can be defined or
manipulated. For each IP it is possible to define attributes or to define constraints
between these attributes, selectable by a secondary tab folder with the tabs Attribute
and Constraints.

Figure 14: Case Base Manager (Attributes)
In Figure 14 the Attributes tab is selected whose window is again subdivided. On the
left hand side the retrieval relevant attributes of the IP characterizations are presented in a tree like structure with their values. On the right hand side the values for
a selected attribute can be entered or selected depending on the kind of attribute
definition. For example, to define the functional class (see Figure 14) it is possible to
select one ore more values from the corresponding taxonomy that was defined with
the Creator.

Figure 15: Case Base Manager (Constraints)
The Constraints tab (depicted in Figure 15) can be used to change and define relations
between attributes. The top part contains a list of variables, a list of constraints, and
buttons to delete or to create new variables or constraints. The selected variables or
constraints are presented in the bottom part of the window, e.g. in this figure the
definition of the power consumption as function of the general attribute frequency is
presented. A detailed description of the constraints will follow in section 203.2.
The Retrieval Case Manager that is shown in Figure 16 facilitates retrieval queries.
The top half of this client contains a list of queries that are defined at the Query Pool
tab and several retrieval parameters to influence the retrieval process, e.g. the similarity threshold that defines the minimum similarity that an IP must have to the
query or the result set size that defines the maximum number of retrieved IPs. After
perform this query the retrieval result is presented in the bottom half. The retrieval
result list contains the IP identifiers and the similarity value to the query. To compare the retrieved IPs with the query the selected IP is shown beside the query IP in
a tree view containing the attributes and the values. Manually it is possible to navigate through the tree to analyze how the IPs differ.

Figure 16: Retrieval Front End
The Constraint Converter incorporates on the one hand the possibility to define special parameter for the converter setup, and on the other hand the management of the
conversion process of parameterized IPs, see Figure 17. The converter setup is divided into general parameter and module depending parameters. The general parameters are knowledge sources that are necessary for the converter like the domain
vocabulary (called Model in the GUI), the base class that has to be converted, the
similarity model, the case pool with the parameterized IPs, and the name of the destination pool where the converted IPs should be stored. The converter itself is a
modular pipeline where different modules can be plugged together and configured
by module depending parameters. This setup can be done here, too.

Figure 17: Constraint Converter
At the bottom are the controls to connect to the converter server that provides a
TCP/IP interface with an XML based communication language to receive the converter setup information and simple commands like start, stop, and get status. To

follow the conversion process the conversion status is continuously requested from
the server and presented in the window.

4

Support for Parameterized IPs

Many IPs on the market are parameterized to some extent. Parameterization enables
IP providers to address multiple applications using a single design and code base, or
to provide selectable trade-offs between design objectives such as area, throughput,
and power consumption. This outweighs the extra parameterization effort in many
(but not all) cases if issues such as the systematic verification of the parameter space
are dealt with [11]. IP integrators who buy a parameterized IP may benefit from the
additional reuse potential if they have a multiple-use license. Moreover, IP providers
may choose to deliver configured instances, with all parameterization removed, so as
prevent customers from using unauthorized configurations or in order to be able to
make an offer at a reduced price.
Taking up the Reed Solomon decoder example again, the error correction capability,
t, is a reasonable parameter. Different applications require different t, depending on
the quality of the data transmission channel. We have motivated before that, when
leaving open the value of the attribute t in an IP characterization, the choice of t in a
query does not affect similarity; thereby, the parameterized IP can be matched with
queries for any t. However, parameterization may affect other attributes. For instance, with increasing t, size and power consumption of a Reed Solomon decoder
rise sharply. The IP characterization and the retrieval mechanism must be able to
deal with such dependencies.
Parameterized IPs can be described by using constraints. This section shows an approach to integrate constraints into CBR retrieval that leads to the notion of generalized cases. The behavior of the final hardware depends on a number of attributes of
the original design description. Assigning values to the attributes (only one value for
each attribute) characterizes the IPs. These descriptions are called cases. In order to
enhance this technique to handle parameterized IP characterizations, we allow defining constraints that describe the valid value combinations for these parameters by
different criteria for each IP.
4.1

Extention of Orenge with a Constraint Representation Format

As described before, constraints are used to specify the relations between the attributes. In the context of IPQ and case based reasoning one can distinguish between
three kinds of constraints: restriction of the valid attribute values, simple mathematical statements, and conditional statements. Additionally, case differentiations and
tables are also possible, but these are only special cases for conditional statements,
which are sometimes more intuitive.

4.1.1

Restriction of the Value Range

The most common case is the restriction of the value range to a set of values or to an
interval. The value range of an attribute can be specified at two different places.
Firstly, the vocabulary defines for each attribute the kind of values for all IPs. This
can be interpreted as a constraint, but it is a constraint that is equal for all IPs. It is
used and helps to specify the local similarity for the attributes but cannot be used to
compare cases. Secondly, the value range can be restricted for each IP. This restriction cannot extend the restriction of the vocabulary and is only used to refine the
value range for each IP further. For example: The domain of “Code Block Size”, n,
are all integer values greater zero and for a concrete IP it can easily be refined to
integer values in the range between zero and 100. But also a more complex expression is manageable. Therefore, the possibility to define relations like equal, greater,
lower, etc. is necessary.
4.1.2

Simple Statements

As demonstrated in the examples in Section 2.3 the calculation of attribute values in
relation to other attribute values is a very important requirement. The calculations
have to be done with mathematical functions like add, minus, multiply, division,
power, logarithm, modulo, sine, cosine, and tangent, e.g. the calculation of “Symbol
Size” m = log 2 n  . But it is also possible to specify relations instead of functions,
which leads to a restriction of the value range in dependency of other attributes or
constants.
4.1.3

Condition Statements

To enlarge the power of the constraint representation it should be also possible to
define conditions. Until now the relations of the attributes are specified by only one
function. With conditional statements this can be enhanced by selecting different
functions in relation to a Boolean expression, e.g. for a memory IP the number of
banks are calculated by the conditional statement:
if (address_width <= 16) then
banks := size / ( data_width * pow(address_width, 2) )
else
banks := size / (data_width * 256 )
In this example the number of banks is limited to a maximum in relation to the address width. If the address width is lower or equal 16 bit the number of banks are
calculated exactly, if not, a maximum address width of 16 is supposed. The realization of conditions requires the possibility to specify test operations like simple logical operators (<, >, =, <=, >=, <>) and Boolean operators (and, or, xor, not) for their
conjunctions.

4.1.4

Case Differentiation and Tables

Case differentiations and tables are technical aids to simplify the use of conditional
statements. They are often used in situations where an attribute value is determined
by a measurement instead of a theoretical function. Such measurements are expressed in a case differentiation or a table. Example:
x
>=5
y
<5
4 if b = 23

x = 2 if b < 23
true
a=1 a=2
8
else

false
a=4 a=3
Like in the conditional statements the case differentiations and tables should be also
able to return not only a constant value like in the examples, but also attribute values, variable values, or, again, the result of simple statements.
4.2

Similarity Assessment for parameterized IPs

In the context of CBR, a case is regarded as a single point in the case space. It assigns a single lesson to a single problem. As introduced above, an extended view on
cases with constraints are called generalized cases. A generalized case covers not
only a point of the case space but also a whole subspace of it. A single generalized
case immediately provides lessons to a set of closely related problems rather than to
a single problem only. The lessons that a generalized case represents are very close
to each other; basically they should be considered as (slight) variations of the same
principle lesson.
In general, a single generalized case can be viewed as an implicit representation of a
(possibly infinite) set of traditional point cases. In the context of IPQ, a case is an IP,
consisting of the lesson, represented by the IP Content, and the problem, specified
by the IP Characterization. As representation for parameterized IPs generalized
cases occur naturally. But depending on the representation approach used, similarity
assessment can become more complex for generalized cases.
As mentioned before, a generalized case, gc, represents a set of point cases, pc,
which fulfill the constraints. A natural way is to extend a traditional similarity measure between a query q and a generalized case as

sim* ( q, gc ) := max{sim( q, c ) | c ∈ gc}
In these equations the association is used that a generalized case is a possibly infinite
set of point cases and we are searching the two nearest points. Thereby, the problem
is the possible infinite number of point cases and the corresponding similarity calculation. Research in this area started a few years ago, but generally accepted assertions or standardized approaches cannot be given for all data types. But the following two methods are very promising and solve the problem for special scenarios.

4.2.1

Similarity Assessment by converting Generalized Cases into Point Cases

The first approach is a converter that samples the subspace spawned by the generalized cases and creates a number of point cases that are distributed “reasonably”
within the subspace. A retrieval on this point cases can than be done with wellknown and efficient retrieval engines like orenge. Consequently, the retrieval system
based on two parts, a converter and a retrieval engine.
Of course, this is an approximate technique that resulting quality strongly depends
on the exactness of the sampling and the number of created point cases. But the
sampling is independent from query why it can be done offline where the conversion
time is not critically. The time of the retrieval process itself is very fast provided the
case base size is not too large. Therefore, we have developed several case base optimizers for decreasing the case base size. For example, our similarity bases optimizer
reduced a case base with 192.208 IPs to 479 IPs without a lack of the retrieval quality.
In summary, the presented solution maps the complex similarity measure of a parameterized IP to several well-known similarity measures. For this, the standard algorithms for the similarity computation between two point cases can be used (see
Section 2.1) and the retrieval time is sufficient for IP-Retrieval, even on large case
bases. Furthermore, the introduced IP Characterization can be directly used because
this approach has no restrictions to the presented IP representation.
4.2.2

Similarity Assessment as Optimization Problem

The second approach is based on mathematical optimization. The main idea of this
approach is to transform the similarity measure and the generalized case to an optimization problem, which is well known in mathematics. This problem can be solved
with common optimization software. The major difficulty occurs when executing the
transformation, which is simple for generalized cases with continuous domains and
complex for generalized cases with mixed discrete and continuous domains. Since
the IPs usually consist of discrete and continuous domains, the transformation of the
assessment problem to an optimization is complex. Although there are several optimization-based solutions for generalized cases with continuous domains, the complex case is still subject to current research.

5

An Experimental/Concept Evaluation: FEC IPs

The main objective of the IP Broker Tool Suite is to provide high quality retrieval
that considers IP domain knowledge as well as requirements of integrators. On the
one hand, the integration of application attribute and quality criteria offers a wide
range of different retrieval strategies. On the other hand, the IP Broker can act as
documentation source for integrators and could avoid additional effort for hotline
support by the IP providers. In order to validate the concepts behind our retrieval
approach, we will, in the following, discuss several examples that illustrate the functionality motivated from real-world problem scenarios.

5.1

Non-expert Search versus Expert Search

Many calls at IP provider hotlines are not precise and because integrators often can
only give a vague description of their problems; the hotline operators must query
additional information for determining potential solutions. The scenario described
here addresses the main problem of performing a request based on incomplete information, it also can be seen as a non-expert search.
For instance, an error correction code is necessary for a television consumer electronic device, e.g. a set-top box. The integrator is also searching for a FEC decoder
for satellite receivers. With these underspecified information, inexperienced users
are able to execute queries by using IP Broker as shown in Table 3. The weights for
the specified attributes are taken from the standard weight model that the IP Broker
already contains.
Attribute
Value
Weight
Functional classification
5
FEC → Decoder
Market segment
3
ConsumerElectronics → SetTopBoxes
Table 3: Non-expert Query
When asking electronic design specialists, for the satellite technology Viterbi decoder are preferred in combination with Reed Solomon code. By executing the query
of Table 3, Figure 18 illustrates a potential result set that may be calculated by the IP
Broker.

Figure 18: Non-Expert Request

The ten results are composed of seven matches that fulfil the requirements exactly
and three IP solutions, which are not associated to the specified market segment.
Actually, the result set contains combined IPs, e.g. the third proposal incorporates a
Reed Solomon Decoder as well as Viterbi Decoder. Hence, non-expert consumers
are also able to get proper results and can get closer details by taking note of the
single IP representation or the corresponding data sheet.
For solving the same problem, experts can complete this request with more sophisticated information. For example, they know which standard the decoders have to
meet and they weight the attributes in a more precisely. Compared to the problem
above, the expert knows a priori the kind of decoder meeting the requirements and
holding standards for satellite receivers. Hence, they search for a Viterbi decoder
that is compliant to DVB-S and used in the market segment for consumer electronics, in particular set-top boxes.
Attribute
Value
Weight
Functional classification
5
FEC → Decoder → Viterbi
Standards
DVB-S
2
Market segment
3
ConsumerElectronics → SetTopBoxes
Table 4: Experts’ Query
The more detailed the request is, the more precise the result is expected to be.
Hence, a result should be achieved that first contains the top matches and then the
IPs slightly differing from the other matches.

Figure 19: Result of Expert Search

The first three entries of the result set shown in Figure 1 are Viterbi decoders as top
matches with similarity value 1.0. Then follow three Viterbi decoders (14, 12, 3),
which are not compliant to the requested standard or not used in the requested market segment, and one Reed Solomon decoder (1) is found. The next FEC IPs (5, 4)
are generalizations and not compliant to the standard at all. This result shows the
restriction of the IP set to three exact matches. To reach an even finer differentiation,
more attributes should be specified.
The differences between non-expert consumers and experts become obvious in the
presented similarity values. Hence, the experts’ results are more differentiated and
are easier for validating. But the result of the non-expert persons is quite respectable.
5.2

Combined Request

A main challenge for the electronic designer is to find the most suitable IP. In some
case, the best result could be a combined IP that integrates e.g. two different decoders. For example, the query that is represented in Table 5 executes a search for directly combined solutions. On the one hand, the query is composed of Reed Solomon attributes like Field Polynomial, on the other hand the query contains Viterbi
Decoder attributes like Constraint Length.
Attribute
Value
Weight
Functional Classification
FEC
5
Standards
DVB-S
1
FEC Application
5
Information Block Size
188
2
Code Block Size
204
Constraint Length
7
1
Field Polynomial
435
1
Table 5: Query of Combined IPs
By executing this query, Reed Solomon codes as well as Viterbi codes should be
found. In addition, the result is expected to contain combined IPs that includes both
codes as well.

Figure 20: Result of Combined IP
The result contains the combined IP of sci-worx (5) as well as alternatives like Reed
Solomon and Viterbi as shown in Figure 20. The combined IP is denoted by the
highest similarity value. Then, Reed Solomon encoders and decoders follow and at
least Viterbi decoders are listed but with lower rankings.
5.3

IP Characterization as Request

One of the questions mostly asked at IP hotlines refers to IPs similar to an IP that
has been already targeted by the integrator. Based on approved experience in business dealings, integrators often have favorite IP providers they would prefer for negotiation even in the case that they have already found a closely matching IP, elsewhere. In our scenario, an integrator has found a Reed Solomon decoder offered by
Softcore that meets his requirements. By using the corresponding characterization,
the integrator is able to look for a similar IP offered by sci-worx that fulfills his demand for a Reed Solomon code as well.

Figure 21: IP as Request
By specializing “sci-worx” as desired IP provider the result shown in Figure 21 is
calculated. First, the top match is retrieved. Second, similar products of sci-worx are
listed. Third, Reed Solomon decoders of different IP providers are retrieved that
contain the IP meeting the refined requirements.
5.4

Quality Criteria based Request

Another typical problem for integrators is to decide between IPs with nearly identical functional and non-functional characterizations. This is indicated by result sets
where particular IPs cannot be distinguished from each other regarding their similarities to the integrators requirements. In the following example, an integrator is
looking for a Reed Solomon Decoder IP. According to the functional requirements, a
query is already performed and the integrator has to make a decision between large
amounts of indistinguishable IP results. He refines his query by specifying the quality criteria as shown by Table 6.
Criteria
Code Coverage
Condition Coverage
Timing scheme
Company Standard Design Flow
Gate Level Simulation
Reference Implementation
RTL Coding Guidelines
Digital Test

Value
95
Synchronous
True
True
True
True
True

Weight
1
5
5
1
4
5
3
4

Static Timing Analysis

True

3

Table 6: Requirements on Quality Criteria
These quality specifications assess criteria like test procedures and guidelines, which
are considered in design phases. By refining the query, a finer differentiation within
the result set is possible for support decision on the integrator side.

Figure 22: Result with differentiation based on Quality Criteria
By executing the query additional differences among the Reed Solomon Decoders
become obvious (Figure 22). Just one decoder meets the quality requirements and
can be apparently differentiated to the other decoders, so that users get decision support in finding the most appropriate IP.

6

Conclusions

In this paper we presented a CBR-based approach for IP retrieval, which is, for instance, major step towards Virtual IP marketplace where large assets of IPs are
shared throughout the World Wide Web. A key factor is the formal documentation
of IPs by their characterization and a vocabulary that captures the semantic behind.
During the retrieval, such characterizations are successively compared to the integrators requirements defined by the design situation as query. As we have shown in
section 5, this is a prerequisite for a variety of important functionalities demanded by
IP providers. For instance, it is possible to compare IPs to each other by providing

the characterization of an IP as input to the retrieval. Thereby, an integrator can
quickly check if a particular company offers an IP similar to an IP s/he has already
targeted for reuse. IP providers can benefit from such functionality because it can
lead to a reduction of cost and time for hotline support. The IP Broker tool suite allows IP providers to tailor IP retrieval solutions to their specific needs. Application
based on IP Broker can be easily integrated into already existing company sites or
portal sites.
For the future, the IP Broker retrieval framework will be extended by an explanation
component. This has been motivated from the observation that result sets proposed
by the IP retrieval service are often not sufficient for users at expert level. Such users
have a demand for additional information making the proposed results more transparent. By presenting proper explanations to them, their confidence in the result set
increases and possible deficiencies can be revealed and corrected.

References
[1] Arcos J., Plaza E.: Reflection in NOOS: An object-oriented representation language for knowledge modelling. In: IJCAI-95 Workshop on reflection and
meta-level architecture and their applications in AI, 1995.
[2] A., Plaza, E.: Case-Based Reasoning: Foundational Issues, Methodological
Variations, and System Approaches, in AICOM, Vol. 7, No. 1, 1994, pp. 39–59.
[3] Bergmann, R (2001). Experience Management: Foundations, Development
Methodology, and Internet-Based Applications. Habilitationsschrift, Universität
Kaiserslautern.
[4] Bergmann, R., Breen, S., Göker, M., Manago, M., Wess, S.: Developing industrial case-based reasoning applications. LNAI 1612, Springer, 1999.
[5] Bergmann, R. & Vollrath, I. (1999). Generalized cases: Representation and
steps towards efficient similarity assessment. In W. Burgard, Th. Christaller &
A. B. Cremers (Hrsg.) KI-99: Advances in Artificial Intelligence, Lecture Notes
in Artificial Intelligence, 1701, Springer, 195-206.
[6] Bermann, R., M. M. Richter, S. Schmitt, A. Stahl, & I. Vollrath (2001). Utilityoriented matching: A new research direction for case-based reasoning. In S.
Schmitt, I. Vollrath, and U. Reimer (Eds.), 9th German Workshop on Casebased Reasoning.
[7] Design & Reuse Homepage. http://www.us.design-reuse.com/, last visited
01/27/2003.
[8] empolis knowledge management GmbH: The orenge Framework - A Platform
for Intelligent Industry Solutions Based on XML and Java. Whitepaper, empolis
knowledge management GmbH, Kaiserslautern (2001).
[9] Intellectual Property Qualification, Label 01M3048, www.ip-qualifikation.de
[10] Keating, M., Bricaud, P. (1999) Reuse Methodology Manual for System-on-aChip Designs. 2nd edition, Kluwer Academic Publishers.
[11] Lange, H., Radetzki, M. (2002). IP Configuration Management with Abstract
Parameterizations. Proc. IP Based SoC Design Workshop, Grenoble, France.

[12] Leake, D.: CBR in Context: The Present and Future, in Case-Based Reasoning,
Experiences, Lessons, and Future Directions, D. Leake, ed., AAAI/MIT Press,
Menlo Park, Calif., 1996, pp. 3–30.
[13] Lewis (1997). Lewis, J.: Intellectual Property (IP) Components. Artisan Components, Inc., http://www.artisan.com/ip.html, (1997).
[14] Manago, M. Bergmann, R. et al.: CASUEL: A common case representation
language. Deliverable D1 of the INRECA Esprit Project, (1994).
[15] Radetzki, M., Neumann, P., Haase, J., Martinez Madrid, N., Seepold, R.,
Vörg, A. (2001). Automated Qualification Flow for Soft IP. Proceedings of the
MEDEA+ Conference on Application-Oriented SoC Design, Veldhoven, The
Netherlands.
[16] Radetzki, M. Qualität und Qualitätssicherung wiederverwendbarer Schaltungsbeschreibungen. In: Informationstechnik und technische Informatik (it+ti) 44
(2002) 2.
[17] Synchronicity Homepage. http://www.synchronicity.com/, visited 08/01/2003.
[18] Synopsys Inc., Mentor Graphics Corporation (2001). OpenMORE Assesment
Program for Hard/Soft IP Version 1.0, http://www.openmore.com.
[19] Tools and Methods for IP, MEDEA+ label A511, toolip.fzi.de
[20] Torroja, T., Casado, F., Machado, F. (2001). Guidelines and Standards Proposal
for IP Quality at the RT Level. ToolIP - Tools and Methods for IP. Technical
Report UPM-T1.2-Q4/01.
[21] VSI Alliance, Virtual Component Transfer Development Working Group
(2001). Virtual Component Attributes (VCA) With Formats for Profiling, Selection, and Transfer. Standard Version 2.2 (VCT 2.2.2).

Martin Schaaf studied Computer Science and Business
Management at the University of Kaiserslautern, Germany,
where he received the Diploma in 1999. From 1999 to
2002 he had a full time researcher position in the group
"Knowledge based Systems and Expert Systems" of Prof.
Dr. Michael M. Richter at the University of Kaiserslautern.
Since 2002 he is working in the group "Data and Knowledge Management" of Prof. Dr. Ralph Bergmann at the
University of Hildesheim, Germany, where he is currently
finishing his PhD. For the winter term 2001, he had a sessional instructor position at the University of Calgary,
Canada, reading two lectures on Software Engineering.
Martin Radetzki received his Diploma (M.Sc.) in Computer Science from Oldenburg University in 1996. He was
with the Embedded Systems division of the research institute OFFIS, finishing his work on synthesis of digital circuits from object-oriented specifications with a Ph.D. thesis in 2000. Since then, he has been employed by the IP
and System-On-Chip design house sci-worx in Hannover,
Germany. In his current position as project manager for
design methodology, he is concerned with qualification of
IP modules and the research project IPQ / ToolIP.
Ralph Bergmann is professor for Computer Science at the
University of Hildesheim and heading a research group on
Data- and Knowledge Management. He led several European and national research and development projects. He is
the deputy-chair of the German Special Interest Group on
Knowledge Management within the German Society of
Computer Science (GI), he is author of more than 100 scientific papers and four books, and he organized several
workshops and conferences related to case-based reasoning
and knowledge management.
Andrea Freßmann studied Mathematic and Sports at the
University of Augsburg, Germany, where she took her
lectureship examination at 1999. Moreover, she studied
Information Technology at University of Hildesheim,
Germany, and received her M.Sc. in 2002. Since then she
is working in the Data and Knowledge Management Group
of Prof. Dr. Ralph Bergmann at the University of Hildesheim.

Rainer Maximini studied Computer Science at the University of Kaiserslautern, Germany, where he received his
Diploma in 2001. Subsequent, he had a full time researcher
position in the group "Knowledge based Systems and Expert Systems" of Prof. Dr. Michael M. Richter at the University of Kaiserslautern. Since the end of 2001 he is
working in the group "Data and Knowledge Management"
of Prof. Dr. Ralph Bergmann at the University of Hildesheim, Germany, where he is currently finishing his PhD.
Alexander Tartakovski studied Computer Science at the
University of Kaiserslautern, Germany and received his
Diploma in 2002. He worked as a student researcher in the
group "Knowledge based Systems and Expert Systems" of
Prof. Dr. Michael M. Richter at the University of Kaiserslautern. Since 2002 he has a full time researcher position
in the group "Data and Knowledge Management" of Prof.
Dr. Ralph Bergmann at the University of Hildesheim, Germany.

